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Introduction

This publication aims to provide a simplified but technically-accurate overview of the main flavors of
standards-based digital credentials (for humans) in the market today to inform policy, business and
technical decision makers sitting on the fence regarding what to use for their implementations.
Accompanying it is an infographic that provides a high-level overview of the four major flavors and
two emerging flavors we are going to cover in the paper.

A digital credential communicates information (see the below picture) said by one entity (the issuer)
about another (the holder) and uses cryptography to seal this information, making it provable to
parties verifying the information (the verifier) that 1) the asserting entity said the information, 2) the
information has not been altered, and 3) the information is valid at the time of verification. The
verification takes place without having the verifier contacting the issuer.

Signs and issues digital
credentials

Present digital credential(s) or

certain data fields for verifications
Holder

No need for direct integration/connection

Issuer Verifier

The paper focuses on digital credentials based on technical and data standards that are openly
accessible and usable by anyone. These open standards' provide important guidance for the
development of applications on the Internet. It is critical that digital credential implementers follow
open standards and/or industry standards leveraging open standards so that their infrastructures,
systems and applications can issue, hold and consume credentials in an interoperable manner with
others across ecosystems and geographic boundaries.

The first version of this paper, titled “Verifiable Credentials Flavors Explained”, was written in the
midst of the pandemic in 2021 and addressed only credentials following the W3C Verifiable
Credentials (VCs) Data Model. At the time, the two authors were leading the COVID-19 Credentials
Initiative at Linux Foundation Public Health, providing public health authorities and industries market
insights into the different technical options of credentials for pandemic-related purposes.

The first version has helped many with their understanding and decisions. However, the market has
been evolving rapidly over the past two years. It is time that the paper was updated to reflect the
current market condition. And this is made possible through the sponsorship from DRUK HOLDING
& INVESTMENTS LTD. (DHI), the investment fund of the Royal Government of Bhutan.

This updated version includes credential flavors beyond W3C VCs and elaborates on the differences
in data formats (Section 2) and cryptographic methods (Section 3) that together define the flavors. It
covers the key capabilities of digital credentials along with the issues associated with them (Section
4) and explains the differences between four major flavors through the lifecycle of a credential
(Section 5). Before concluding, it covers emerging features and flavors worth noting (Section 6).

' To learn more about the backstory of developing open standards for emerging digital credentials, listen to this podcast by Kaliya Young.
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Standardized Data Formats for Credentials

The heart of a credential is the claims (information or data) about the subject of the credential. The
claims can be encoded in different digital formats, the most commonly encountered:

e JavaScript Object Notation (JSON): JSON is the simplest and most widely used data format
by computer programmers.

e JSON-Linked Data (JSON-LD): JSON-LD extends JSON to allow inclusion of a meaning
context so there is more precision in what the issuer means by a given term in JSON. It points
to an external resource in a @context file that contains a Resource Description Framework
(RDF) graph with representations of the data.

e Concise Binary Object Representation (CBOR): CBOR is used to compress the text-based
JSON into a binary format, making it more dense and capable of sharing more information
with less characters.

JavaScript Object Notation (JSON) {
"firstName": "John",
JSON is a widely used open standard object and document format "lastName": "Smith”",
used for data interchange and it is human readable. It is a generic "isAlive": true,
data model consisting of name-value pairs. "age": 27,
. . . . "address": {
On the right is an example of JSON from Wikipedia. There are "streetAddress™: "21 2nd Street",
several different data types and structures supported in JSON: "city": "New York",
e Number "state": "NY",
o "age” 27 "postalCode": "10021-3100"
e String: a sequence of zero or more Unicode characters. i’phoneNumbers,.: [
o “firstName”: “John” {
e Boolean: either of the values, true or false "type": "home",
o “isAlive”: true "number"; "212 555-1234"
e Null: an empty value, represented by the string null )
o “spouse”: null, meaning that this person has no spouse {
e Array: an ordered list of zero or more values, contained "type". "office”,
within square brackets [ ]; each value in an array may be of ANUMBEIEEE046:990:x49012
any type. i
o "‘phoneNumbers” are listed within the array represented by w.hiidren™ il
square brackets []. The type of phone numbers are "spouse": null
articulated before each of the two numbers listed. }

o “children”: [], representing an empty array

e Object: a collection of name-value pairs where the names (also called keys) are strings.
Objects are intended to represent associative arrays, where each key is unique within an object.
Objects are delimited with curly brackets and use commas to separate each name-value pair,
while within each pair the colon "' character separates name from its value.
o "address”, an object consisting of four different name-value pairs, “streetAddress”, "city”, “state”
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and “postalCode”.

To understand the meaning of the names or attributes in a JSON, the first place to look is the JANA
registry. This will be covered in more detail in a later section.

JSON-Linked Data (JSON-LD)

JSON-LD was originally created for web developers working with data that must interoperate
semantically across the Web by leveraging an abstract data model, RDE, to structure data in a
@context field through two nodes and an arc. It provides a way to connect data described in simple
JSON name-value pairs to an RDF data graph through a pointer to a context used to map terms
found in the JSON Internationalized Resource Identifiers. (

The @context field in a JSON-LD data document is an "@context": "http://schema.org/",
address (a URL) which will have a vocabulary list of terms "@type": "Movie",
found in the context. On the right is an example from Ll slel

"director":

Wikipedia of JSON-LD being used to describe the movie
Avatar. At the top in the @context field it references the place "@type": "Person’,
where one can look up more about what the terms in green ~ "name: "James Cameron®,
. "birthDate": "1954-08-16"
letters mean. For example, in the schema.org context, there
is a type called ‘Movie” and one can then [ook up what are all "genre": "science fiction",
the different terms for this type, e.g. name, director, genre, "trailer": "../movies/avatar-theatrical-trailer.ntml"
trailer. !

For each term in the context file, there is a unique URL. The image on the left below shows the term
“birthDate” used in the above example with the unique URL at https:/schema.org/birthDate. It clearly
defines the term, the value type of the term as well as the types the term is used on. Two different
context files can point at the same URL for a term. For example, in the Citizenship Vocabulary, the
term “birthDate” (see the image on the right below) is referencing the same definition of “birthDate” in
the schema.org vocabulary used by the movie example. By having such a pointing mechanism, a
verifier receiving a JSON-LD credential can discern that two different credentials are using the same
definition of a term.

birthDate 3.2 birthDate
A Schema.org Property

Thing > Property :: birthDate ) e
The date on which a individual was born.

Date of birth.
Values expected to be one of these types Term birthDate
e Date 2
URL http://schema.org/birthDate
Used on these types
Expected Value Datetime
e Person

Another valuable feature of JSON-LD is its ability to map property values to another language via a
language map. When a JSON-LD credential is issued in one language, English, and is presented to a
verifier who is familiar with another language, Thai, the software the verifier uses can look up the
meaning of the claim names in the credential and have them accurately translated so they can be
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read by the verifier.

JSON-LD is a newer format, thus having fewer developer tools supporting it compared to JSON. However,
one can use JSON libraries to process JSON-LD objects / documents, and conversely, interpret JSON-LD
documents as JSON that provides a context pointer. The benefit of being able to treat JSON-LD as just
plain JSON is very helpful in that implementers can work with JSON-LD data using their normal tools, but
when there is a need to transform the data into a graph for analysis or to leverage the semantics
associated with particular terms, JSON-LD has those capabilities readily available.

Concise Binary Object Representation (CBOR)

As opposed to JSON, a text-based format for structured data interchange that consists of name-value
pairs, CBOR is a binary (ones and zeros) format for structuring data that is built on the generic data
model of JSON. There is tooling available to translate JSON into CBOR bite strings (binary data in
base 64) and vise-versa.

Taking the previous JSON example shared earlier, below is the translated CBOR :

A76366097273746e616d65694a6f686e06c6173744e616d66569536d6974686973416c6976657469747
9706566697273746e616d65694a61686e616765101061646472657373617374726565744164647265
73733265737472656574416464726573733231636974794e657720596f/726b73746174654e59706f73
746160436f646531303032312d333130307068616e65546€75606265727382636669656c64236e756d
6265723231322035352d3132333482636669656c64236€756d62657/23634362035352d3435363 7687
56d616e80

Just like JSON has a IANA registry, CBOR has its own |ANA registry and a CBOR simple tags registry.
Concise Data Definition Language (CDDL), which is used alongside CBOR, plays a crucial role in
defining, validating, and ensuring interoperability of CBOR-encoded data structures. CDDL provides a
compact and human-readable syntax for specifying the rules that govern the structure, types, and
constraints of data. The use of CBOR (binary representation data) introduces less complexity and
more compactness that lead to space savings valuable for many use cases.
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Securing Credentials with Standardized
Cryptographic Methods

Cryptography is the key to protecting the heart of a digital credential. The information or data in a
credential becomes more secure and can be verified in a trustworthy manner when it is
cryptographically signed. And it is important to use standardized cryptographic methods that have
maturity levels suitable for the intended use cases and can meet the required level of assurance? for
each use case.

Basics of Public-Private Key Cryptography

Public-private key cryptography is the “fancy”, complicated math that is widely used to secure
credentials. Below are simplified explanations of it adapted from the first version of the paper:

Private keys can be used as a “super password”. There is a special relationship between public
keys and private keys. Entities use cryptographic algorithms to generate public/private key pairs.
They publish the public keys and keep the associated private keys - well ‘private’, shared with
no-one. The key pairs work in some ways like a “password”, meaning a person or entity can prove
they control a private key associated with a public key without ever sharing the private key. They
do that by responding to a cryptographic challenge put to them by another party. The challenge is
constructed using the public key. Only the actual holder of the associated private key can respond
correctly to the challenge.

Private keys can be used to cryptographically sign or “seal” statements. The issuer of a digital
credential takes the data about the subject in one of the data formats introduced earlier. The
issuer uses an algorithm along with their private key and makes a calculation over the data,
producing a really long string (number) - the digital signature - and a signed credential. If any
element in the data is different, then the string would be different. The verifier who receives the
signed credential, once having the public key of the issuer, can verify if the credential was issued
by the issuer (who signed the credential using the associated private key) and if the data has
been tampered with since the issuer signed it.

Public-private key cryptography can be used to create secure encrypted transport tunnels to pass
data between parties (issuers, holders and verifiers). For example, the public key of a holder can be
combined with the private key of an issuer to encrypt a message from the issuer to the holder. Then
the public key of the issuer and the private key of the holder needs to be used to decrypt the message
when the holder receives it. This is the basis of how secure messaging applications using end-to-end
encryption like Signal works and can be used in the credential exchange protocols.

2 An example definition of Identity Assurance Level (IAL), also known as Level of Assurance (LOA), by US National Institute of Standards (NIST):
IAL is a category that conveys the degree of confidence that a person’s claimed identity is their real identity, as defined in [NIST SP 800-63-3] in
terms of three levels: IAL 1 (Some confidence), IAL 2 (High confidence), IAL 3 (Very high confidence).
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Vetting and Maturing of Cryptography

Public-private key cryptography was a major breakthrough in computer science and the field of cyber
security when it was invented in the early 1970s. Cryptographic tools and techniques are keystone
elements in how the military operates and how government and corporate infrastructure is secured.
Because of this importance, various national IT agencies have programs and departments devoted to
testing new cryptographic algorithms and usage patterns for those algorithms.

Some world renowned governmental agencies for advancing cryptography include the US National
Institute of Standards (NIST) and Germany's Federal Office of Information Security (BSI). These agencies
have a wider influence beyond their own country borders. Cryptographic Forum Research Group [CFRG],
within the Internet Research Task Force [IRTF], is a nongovernmental group that plays an important role in
vetting cryptography, particularly for the Internet Engineering Task Force [IETF], which is a parallel
organization to the IRTF that “focuses on the shorter term issues of engineering and standards making”.

Cryptography is an ever-progressing field where old algorithms become obsolete and are deprecated.
New algorithms are discovered/invented largely by researchers working in academia; they research and
write about these algorithms in academic papers. Other researchers explore how algorithms work in
depth and develop specifications to articulate how they can be used. These specifications are then
implemented and tested. At regular intervals, NIST updates a range of standards including the Digital
Signature Standard.

The maturing of cryptographic algorithms from research labs to the mass market takes time. Having
proper mechanisms to review and vet cryptography before putting it into use at scale is critical. Immature
algorithms may create weak systems that undermine national security and expose millions of peoples’
information. There is also the critical need for cryptographic agility (the ability to move from older to
newer cryptographic algorithms) because quantum computers are progressing fast and it is predicted
that they will soon be able to break existing algorithms. It is essential to design and develop standards for
digital credentials, especially long-lived credentials, to be future proof.

Ways of Securing Data in Credentials
JSON Web Tokens (JWT)?

JWT is a compact and self-contained way for securely transmitting information as a JSON object
between parties. JWTs can be signed using a public/private key pair using RSA or ECDSA signature
algorithms. JWT consists of three parts separated by dots (.): HEADER . PAYLOAD . SIGNATURE

Header

A header consists of two parts (see an example on the right): the
signing algorithm “alg”, such as HMAC SHA256 or RSA, and the
token type “typ”, JWT. The two parts are Base64Url encoded to
form the first part of the JWT looking like
“eydhbGciOiJIUzITNilsInR5cCl6lkpXVCJ9”.

3 The JWT subsection is written referencing JWT.io.
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Payload

{
The second part of the token is the payload , which contains the "sub": "1234567890",
claims (see an example on the right). Claims are information "name": "John Doe",
about and/or related to an entity where data formats need to be "admin”: true
applied. There are three types of claims: }

e Reqistered claims: These are a set of predefined claims in the JANA Registry for JWT. They are not
mandatory but recommended, to provide a set of useful, interoperable claims.

e Public claims: These can be defined at will by those using JWTs. But to avoid collisions they
should be registered in the IJANA Reqistry or a URI that contains a collision resistant namespace.

e Private claims: These are the custom claims created to share information between parties that
agree on using them and are neither registered nor public claims.

The payload is Base64Url encoded to form the second part of the JWT, looking like
"eydzdWIiOilxMjMONTY30DkwliwibmFtZSI6lkpvaG4gRGOlliwiaWFOljoxNTE2MjM5MDIyfQ”.

Signature

JSON Object Signing and Encryption (JOSE) is the default signing and encryption mechanism that JWT
uses for signatures. JWT leverages the JSON Web Signatures (JWS) part of JOSE to provide a
standardized way to create digitally signed tokens.

To create the signature part for JWT, one has to take the encoded TSIV ELL¢

header, the encoded payload, and a secret, and use the algorithm base64UrlEncode(header) + "."
specified in the header to sign all of them together using the
private key of the issuer. The example on the right is what it looks
like if you use HMAC SHA256 algorithm. The resulting string will
be “4pcPyMD090IPSyXnrXCjTwXyr4BsezdlTAVTmud2fUu4”.

base64UrlEncode(payload),
secret)

The signature is used to verify that the Header and Payload weren't changed along the way.

Putting them all Together

. . eyJhbGci0iJTUZI TN ISINRSCCTI6IKPXVCJQ .
The example on the right shows a JWT with the header, eyJzdWIi01iTxMjMONTY30DkwI iwibmFtZSI6TkpvaG4

payload, and signature in the HEADER . PAYLOAD . SIGNATURE ~ gRG91TiwiaXNTb2NpYWwiOnRydWve.
structure.

It is important to note that when signing credentials with JWT all claims are signed together into one data
object. This means the holder can share the whole credential - all the claims or none of the claims.

Issuers can also use JWT with JSON-LD in the payload to sign the credential. JSON Web Signatures for
Data Integrity Proofs was specifically developed for this and the work has evolved to Securing Verifiable
Credentials using JOSE and COSE.

CBOR Web Tokens (CWT)

CWT is similar to JWT. The major difference is that CWT is used to sign CBOR instead of JSON.
CWTs have the same three-part structure as JWTs. There is an IJANA Reqistry for CWT claims as well.
Just as JWT is signed using JOSE, CWT uses the CBOR Object Signing and Encryption (COSE),
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Data Integrity Proof

Data Integrity Proof is a type of cryptographic proof developed for ensuring the authenticity and
integrity of Verifiable Credentials and similar types of documents using cryptography. It evolved from
Linked Data Signatures, which were used to sign Linked Data including JSON-LD. While the use of
Linked Data is not necessary, Data Integrity Proofs provide protection to Linked Data documents
without sacrificing their key features such as extensibility and composability.

To generate a Data Integrity Proof, the data must be first transformed and then hashed before a proof
is generated. The verification of proofs also goes through transformation and hashing steps that are
conceptually the same as the creation process before a verification algorithm is used to verify if the
proof signature presented by the holder is from the original issuer. When using Data Integrity proofs,
one also signs all the data contained in a credential together.

Data Integrity Proofs have mostly been ;
implemented with JSON-LD data documents (see "@context": I
: . {"title": "https://schema.org#title"},
an exampleion the rlght) SO far’ usmg a "https://w3id.org/security/suites/ed25519-2020/v1"
transformation process based on RDF Dataset 15
. . . . "title": "Hello world!",
Canonicalization. This is a rather complex process.

"proof": {

The context file for a given document/credential “type": "Ed25519Signature2020",

. . "created": '"2020-11-05T19:23:247",
will have the expected order, usually_alphabetical, nyerificationMethod":
Of terms Used in it and the canonicalization is "https://1di.example/issuer#z6MkjLrk3gKS2nnkeWcmexi

. ! . . ZPGskmesDpuwRBorgHxUXfxnG",
done with reference to this Orderlng. The "proofPurpose": "assertionMethod",
. . . . . "proofValue":
Canonlcal.lzatlon |tse|f consists Of Several ) "'z40ey5q2M3XKaxup3tmzN4DRFTLVgpLMweBrSxMY2xHX5XTYVQeVbY8nQA
sub-algorithms used to fill blank or empty nodes in VHMrXFKXJpmEcqdoDwLWxagA3Q1geV6”
: }

the RDF graph and then create quads which )

represent the canonicalized data in the same

graph. Once the data set is canonicalized, an algorithm is passed over the data and generates a hash
for the canonicalization. Then another cryptographic signature algorithm, for example
“Ed25519Signature2020”, is used to sign the hash, thus generating a proof with a “proofValue” of
“z40ey5q2M3Kaxup3tmzN4DRFTLVgpLMweBrSxMY2xHX5XTYVQeVbY8nQAVHMrXFkXJpmEcqdoD

wlLWxagA3Q1geVe". “verificationMethod” gives the verifier key information they need to verify the
proof, while “proofPurpose” specifies the intent for the proof, preventing it from being misused.

Data Integrity Proofs have been designed with cryptographic agility in mind so new signature
schemes can easily be defined. They provide for ways to*

e Have multiple entities sign the same data and provide both signatures to a holder,;
e Have the same issuer sign the data with two different algorithms;
e Support the issuer articulating a verification method.

Substantial security concerns have been raised about the complexity of constructing Data Integrity
Proofs, causing strong push back and criticism by some.

* These capabilities are not unique to Data Integrity Proofs. The COSE_Sign structure (CWT uses) allows for one or more signatures to be applied
to a message payload.
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Key Capabilities of Standards-Based Credentials

Standards-based credentials are still at their early stages of implementations, particularly those at
scale. More market feedback is kicking in to inform further standards and technical research and
development as well as market alignment. This section will cover three key capabilities of
standards-based credentials along with current issues associated with them that one needs to
understand before we dive into the differences of the four major credential flavors in the market.

Selective Disclosure

When presenting a physical credential that normally contains a lot of information to entities that
request it, there is no way to withhold certain attributes on a credential because all the
attributes are printed on one piece of paper or plastic. While digital credentials are produced
differently, the cryptographic algorithms we have discussed up to this point are making digital
credentials no different from physical credentials in this respect; you share all claims that are
signed - or none at all.

Selective Disclosure is a feature to support people being able to share only one or a few of the
claims within a digital credential instead of all of them. This feature of digital credentials makes
them better for privacy protection by providing individuals with granular control over the
information shared with various institutions.

Two out of the four major credential flavors® covered in the paper allow for Selective Disclosure:
ISO-compliant Mobile Driving License defined in the [SO/IEC 180713-5:2021 and Selective
Disclosure JWT that is currently under development in the OAuth working group at the IETF. Both
are Type 1 credentials in the European Digital Identity Architecture Reference Framework.

ISO Mobile Driving License (mDL/mDOC)

ISO mDL is a credential flavor that is partially based on open standards®. It uses the CBOR data
format and a specially designed cryptographic method for mDL, the Mobile Security Object (MSO),
which uses COSE-Sign1 structure for signatures.

There are 33 specific data fields in an ISO mDL (credential). By using CBOR/CDDL, the credential is
very concise and can be transmitted easily between holders, with a mobile phone, and police officers
with a mobile reader on the roadside.

To ensure that holders can not transfer credentials to another person, as normally required by use
cases that need high assurance levels, ISO mDL/mDoC issuers request a public key associated with a
private key held within the hardware of a holder’'s phone and sign the public key within the issued
mDLs. This is called Hardware Binding, which will be explained further in a later subsection.

When all the claims for a credential are gathered, each of the claim statements is assigned a DigestID

® JSON-LD Data Integrity (JSON-LD-DI), another major credential flavor we are going to introduce later, has recently evolved to support Selective
Disclosure but since this work is still early stage and not being recognized by a wide range of implementers, we are not going to cover it.

© To learn more about the differences between open standards organizations, such as the World Wide Web Consortium, and the International
Standards Organization (ISO), you can read this article
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and the claim statement is transformed into CBOR. Each
CBOR formatted claim is then hashed. The DigestIDs and the
hashes along with the public key of the holder’s device are
signed by the private key of an issuer. The DigestIDs, hashes,
public key of holder’'s phone along with the signature over the
hashes all together is the MSO.

To do Selective Disclosure, a holder shares the CBOR
encoding of the requested claim data and shares the MSO
with a verifier within an ECDSA protected envelope that is
specific to the session with the verifier. Together with the
public key of the issuer, the verifier can perform calculations to
prove that the holder is sharing untampered claims signed by
the original issuer.

ISO mDL's Selective Disclosure capabilities do not solve the
challenge of how to limit tracking of individuals who present
the same data elements to different verifiers. There is an
implementation and operational choice one needs to make to
avoid tracking/surveillance. For example, as opposed to
issuing only one MSO to a holder that is to be used repeatedly
across veriflers who may collude to profile the holder, MSOs
can be issued regularly, and their use limited to a specific
number of transactions, and/or within a certain validity period,
and/or with a specific verifier per MSO. Governments can play
a key role in guiding and regulating implementations of
mDL/mDOC that help reduce the risk for citizens while
researchers and technologists continue to further
cryptographic capabilities for sophisticated unlinkable
signatures that can be used to address higher risk use cases
that require a higher level of assurance.

Selective Disclosure JWT (SD-JWT)

Licensed under @ @

Doc Type
Org.IS0.18013.5.1.mDL

Name Space
33 data fields in ISO mDL

Each field is
Expressed in JSON

“firstname” : “John"

Given DigestID 1

Transformed into CBOR

Hash is calculated over CBOR

along with unique salt
DigestID 2 CBOR
DigestID ... CBOR

DigestID 33 CBOR

Mobile Security Object

| DigestiD 1 Hash
DigestiD ... Hash
DigestID 33 Hash

mDoc public key Associated to private
key in Holder's phone

Signature of issuer over hashes and
mDoc public key using COSE_Sign1

SD-JWTs build on JWTs but are able to support holders withholding data from a verifier. The key

innovation is that instead of signing several unencrypted JSON claims like one does in JWT, an issuer
creates hashes of each claim and signs all of the hashes altogether as a group. (It is worth noting that
one can also use SD-JWT to sign JSON-LD statements and thus get the semantic disambiguation that
JSON-LD offers. But we won't be discussing this further in the paper.)

An SD-JWT issuer first creates an array of a name-value pair (JSON) along with a salt value:
['2GLC42sKQveCfGfryNRNOw", “given_name", "John']

Then the issuer calculates a hash value of the array using a SHA-256 algorithm:
jsu9yVulwQQIhFIM_3JIzMaSFzglhQGODpfayQwLUK4
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Then the issuer calculates another really long string called a disclosure object, which when combined with
the hash value above, reveals the original array of the name-value pair and salt value:
WylyROXDNDJzSTF2ZUNmMR2ZyeU5ST]|I3liwgimdpdmVuX25hbWUiLCAISm9obiJd

Hash Value + Disclosure Object = JSON Data

jsu9yVulwQQIhFIM_3JIzMaSFzglhQGODpfayQwLUK4 +
WylyROXDNDJzSTF2ZUNMR2ZyeU5ST|I3liwgimdpdmVuX25hbWUILCAISm9obidd =
['2GLC42sKQveCfGfryNRNOw", “given_name", "John']

The issuer then compiles all the hashes from each JSON and the unique salt value array into a JWT
structure, with a header and payload, and then signs the JWT to form the HEADER. PAYLOAD. SIGNATURE
structure explained in the earlier section.

In the below picture (from Full Disclosure: Behind the Scenes of SD-JWT, an Identiverse 2023
presentation), you can see a signed SD-JWT with five hashes of name-value pairs plus salt arrays inside
the signed JWT on the left side. On the right side is the disclosure objects for each JSON statement. The
signed SD-JWT follows the structure of HEADER. PAYLOAD. SIGNATURE (on the left) + Disclosure Objects
(on the right) with a unique salt value and a JSON name value pair in an array under each.

~WyJ3SDFNOW16bUtPejVaclVweUpBVjBRIiwgInBob251X251bWJ1ciIsICIrM
SOyODEtMzMwLTgwMDQiXQ
["wH1[...]@Q", "phone_number"”, "+1-281-330-8004"]

{"alg": "ES256"}.

{ . ~WyIMZmgOMGZNandpY2N6SzFuS3MeQ1dRIiwgImZhbWlseVOuYW11IiwgIll1ld

sd":
= yid
"ZYLqIDSN_S_SAI3q7sqSKz7pnc90UyZnMNMuC9qodJc",/ ) o " m . woom "
"4AZpBoE4oKV2Rybjapsdshml5yimwZga_pvVywImQ-k", ["Lfh4efMjwicczKinks4BWQ", “family_name”, "Yew"] |

"6ttY4qE11X20bzdtP_5XYHo-2-z_pQBx-tvTicmQc7I"; . .
“77pOqu72yuUSSDcjMQFSldeSNvELU—sZOti4Q18xY",\> ~WyJQQm1rSDh2Y2ZUVFp@OM3RRMD1keWlnIiwgImVtYW1sIiwgIm95QGV4YW1lwb

"mGnQhbmmTUI04wcFWPMIAZ3E1P2v7-6rKTSmvEbb1B8" GUuY29tIle

] [ "PBmkH8vCcfTTZt3tQ09dyig"”, "email", "oy@example.com"]

"iss": "https://example.com/issuer",

"iat": 1679451094, ~WyJHV1BXMFROZFFaejRicFROM3IXSzhBIiwgImdpdmVuX25hbWUiLCAiT2xpd
"exp": 1679451994, mUiXQ

_sd_alg": "sha-256 [ "GVPWOTtdQZz4bpTN3rWK8A", "given_name", "Olive"]

.U770<--SIGNATURE-->XkdA .
~WyJ5U2NqROILa@otTGI5SnUzOHBZNFZ3IiwgImIpcnROZGFOZSISICIXOTk2L

TA1LTMXI10
[ "yScjGBKRI-Lb9Iu38pY4Vw", "birthdate”, "1996-85-31"]

Below is what the signed SD-JWT looks like when transmitted to the holder: Header (red) .Payload (black).
Signature (blue) + Disclosure Objects (green) following the signature each separated by a red tilda(~).

eyJhbGciOIAIRVMyYNTYifQ.eyJfc2QiOiBbljJZTHFJRDhXXzVfcOFJM3E3c3FTS303c
G5j0U9VeVpuTUSNdUMScW80SMMILCAINEFacEJVRTRVSTYyUnliamFwc2RzaGOXNXIpb
XdaZ2FfcHZWeXdKbVEtaylsICI2dHRZNHFFbDFYMmM9iemROUF81WFIIbyOyLXpfcFFCe
C10dIRpY21RYzdJliwgljc3cE9HcWe3MnITVTgT1RGNgTVFGOTF2ZE84TnZFTFUtczJPd
GkOUTE4eFkiLCAIbUduUWhibWTUVUIVNHd]RNdQTUIBW)NFbFAydjctNnJLVFNtdkViY
mxCOCJdLCAIaXNzljogimh0dHBz0i8vZXhhbXBsZS5jb20vaXNzdWVyliwgimlhdClél
DE2NzkONTEwOTQsICJleHAIOIAXNjcSNDUXxOTKOLCAIX3NkX2FsZyl61CJzaGEtMjU2|
n0.U770FULqg_s_BrHAAJroWt831834p171Z0zHOcMIFJ_hYYGUFIbrvdMPgGvmtKWFQp
UsV2hViy39Muzmjy_XkdA~WyJHVIBXMFROZFFaejRicFROM3JXSzhBliwglmdpdmVuX2
ShbWUILCAIT2xpdmUiXQ~WyJMZmgOMGZNandpY2N6SzFuS3MO0QIdRIiwgimZhbWlseV9
uYW1lliwglllldydd~WyJQQm1rSDh2Y2ZUVFpOM3RRMDIkeWInliwgimVtYWisliwglm
95QGV4YW1wbGUuY29tl110~WyJ3SDFNOW16bUtPejVaclVweUpBVjBRIiwginBob251X2
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51bWJIcilsICIrMSO0yODEtMzMwLTgwMDQiXQ~WyJ5U2NgR0OJLa0otTGI5SnUzOHBZNFZ
3liwglmJpcnRoZGFOZSISICIXOTk2LTATLTMXII0

If the holder wishes to share only one of the claims in a credential, then only the disclosure object for that
one specific claim field is passed along to the verifier. The below example (from Full Disclosure: Behind
the Scenes of SD-JWT) is the JWT shared with one disclosure object.

{"alg": "ES256"}.
{

"osd": [
"2YLQID8W_5_sAI3q7sqSKz7pnc90UyZnMNMuC9qo4lc”,
"4AZpBoE40oKV2Rybjapsdshml5yimwzZga_pvVywImQ-k",
"6ttY4qE11X20bzdtP_5XYHo-2-z_pQBx-tvTicmQc7I",
"77p0Gqg72yul85Dc jMQF91vdO8NVELU-5s20t14Q18xY",
"mGnQhbmmTUIo4wcFWPMIAZ3E1P2v7-6rKTSmvEbb1B8"

1,
"iss": "https://example.com/issuer"”,
"iat": 1679451094,

"exp": 1679451994,

"_sd_alg": "sha-256"

.U770<--SIGNATURE-->XkdA
~WyJ5U2NqROILa@ot TGISSnUzZOHBZNFZ3IiwgImJpcnRoZGFOZSISICIXOTk2L

TAILTMXI10
["yScjGBKRI-Lb9Iu38pY4Vw", "birthdate", "1996-85-31"]

Instead of the whole signed SD-JWT shown earlier, below is what would be sent to the verifier:

eyJhbGciOIAIRVMyYNTYifQ.eyJfc2QiOiBbljJZTHFJRDhXXzVfcOFJM3E3c3FTS303c
G5/0U9VeVpuTUSNdUMScWBOSMMILCAINEFacEJVRTRVSTYyUnliamFwc2RzaGOxNXIpb
XdaZ2FfcHZWeXdKbVEtaylsICI2dHRZNHFFbDFYMm9iemROUF81WFIIbyOyLXpfcFFCe
C10dIRpY21RYzdJliwgljc3cE9HcWe3MnITVTgT1RGNgTVFGOTF2ZE84TnZF TFUtczJPd
GkOUTE4eFkiLCAIbUduUWhibW1UVUIVNHA]RNdQTUIBWJNFbFAydjctNnJLVENtdkViY
mxCOCJdLCAIaXNzljogimh0dHBzOi8vZXhhbXBsZS5jb20vaXNzdWVyliwglmlhdCl6l
DE2NzKONTEwOTQsICJleHAIOIAXNjcSNDUXOTKOLCAIX3NkX2FsZyl6lCJzaGEtMjU2I
n0.U770FULg_s_BrHAAJreWt831834p171Z0zHOcMIFJ_hYYGUFIbrvdMPgGvmtKWFQp
UsV2hViy39Muzmijy_XkdA~WyJ5U2NgROJLa0ot TGI5SSnUzOHBZNFZ3liwgimJpcnRoZG
FOZSISICIXOTK2LTATLTMXIIO

In the Selective Disclosure scenario, the holder shares the whole signed JWT but only with the
disclosure object selected to disclose. When combined together with the hash of the particular field,
the verifier can read the content of the selectively disclosed name-value pair.

Similar to ISO mDL/mDOC, the Selective Disclosure capabilities of SD-JWTs don't prevent
tracking/surveillance without intentionally good implementations. This means when not properly
implemented to avoid repeated use of a single SD-JWT across verifiers, the information SD-JWTs contain
can be used by colluding verifiers to potentially profile where individuals present their credentials.

Subject Holder Binding

Subject Holder Binding is a classic problem in identity management that goes back centuries. It is about
how an issuer links or binds a credential and the claims it contains to a particular holder. Verifiers need to
know if the credential is about the holder presenting it. Subject Holder Binding is a common requirement
in use cases where higher levels of assurance and strong user authentication’ are needed. It can also help

7 See elDAS Levels of Assurance and NIST Special Publication Digital Identity Guidelines 800-63 Identity Assurance Levels for reference.
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prevent sybil attacks, where a single human manifests as many identities in order to exert unexpected
influence on a system.

Before the age of photography, an issuer bound a credential to the subject through written descriptions of
the person it was about. After photography was created, issuers began using photographs as a way to
make this linking. It was used by issuing authorities for drivers’ license in the 1910s and in the very
earliest contemporary passports that were issued in the 1920s.

When it comes to digital credentials, many credentials, particularly those that are presented in person,
have photos on them. For example, a digital green card contains a photo of the person that was taken at a
United States Citizenship and Immigration Services (USCIS) processing center just the same as the
physical version of the card.

However, many digital credentials are also designed to be presented remotely via the Internet. So, the
question remains if the presenter of a credential is the actual subject. Getting on a video call and showing
one’s face to a potential verifier is a way of proving it. There is no one right way to do Subject Holder
Binding for every use case. It depends on the needs of the parties involved and levels of assurance
needed for a particular use case. ISO/IEC 23220-4, a related ISO standard to ISO mDL/mDOC, is working
on credential holder verification which aims to provide a technical standard to Subject Holder Binding.

Hardware Binding

Modern computing devices have special computing architectures called hardware-backed keystores,
which have special properties designed to hold private keys privately inside them and not permit the
transfer of the keys to other devices. Such capabilities are being used to do Hardware Binding, a way of
achieving Subject Holder Binding by cryptographically linking a credential to a holder’s device.

Hardware-backed keystores have a variety of common forms: 1) Trusted Platform Module (TPM), a
security chip that resides on a device's motherboard or in its main processor to secure hardware with
cryptographic keys; 2) Trusted Execution Environment (TEE), an area on the main processor of a device
separate from the system’s main operating system , 3) Secure Element, a secure operating system in a
tamper-resistant processor chip or secure component; 4) Secure Enclave, a dedicated secure subsystem
integrated into a single chip (isolated from the main processor) on Apple devices.

By leveraging appropriate hardware-backed keystores, a public key associated with a private key on a
holder’s device can be shared with an issuer so the issuer can sign the public key within a digital
credential at its issuance. In this way, when the holder shares the digital credential for verification, the
verifier can see the public key and use it to do a cryptographic challenge to the holder’s device - which will
respond by signing the challenge with the associated private key contained inside the hardware or secure
computing element. This confirms to the verifier that the holder has not moved the credential from the
device that it was originally issued to. Both ISO mDL and SD-JWT were designed with Hardware Binding in
mind.
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Understanding Different Flavors Through the
Lifecycle of a Credential

To help you understand the critical non-trivial technical differences between the different flavors
of digital credentials, this section will walk through the various scenes of a credential’s lifecycle.
The previous section already introduced two major flavors that will be covered in this section,
ISO mDL and SD-JWT. Two new flavors will be added to this section:

e JSON-LD-DI: JSON-LD signed with Data Integrity Proofs.
e JSON-JWT: JSON signed with JWT.

Other than ISO mDL, all are W3C Verifiable Credentials (VCs), which will be collectively called
W3C VCs when referencing the three together in the rest of the section.

Scene 1 - Pre-Issuance (1): Data Field Definition by Issuer

Before an issuer can issue a credential, they have to define the credential and then express schema
structure and attribute values in the data format of their choice.

JSON-LD-DI uses JSON-LD, which requires an @context file that references RDF-defined schemata
published via web-based open-data registries and “ontologies”.

JSON-JWT and SD-JWT use JSON, which defines each credential's semantics according to the
terms in the IANA-registered global schemata for JWT (which is very small). For name values that
are not in the IANA registry, they can assign it a public name (i.e., a URI), [or] give it a local name
(i.e., any string).” Some are also using JWT or SD-JWT to sign JSON-LD, which work to similar
effect as JSSON-JWT or SD-JWT, but with better semantic clarity.

ISO mDL uses CBOR with a strict set of 33 data elements along with how they are to be encoded
(string, number, date etc.) for one type of credential, the mobile driving license. If entities want to
create and use the generic form of the credential mDOC, there is a centralized bureaucracy
managed by ISO to register data elements and types.

Scene 2 - Pre-Issuance (2): Public-Private Key Generation by Issuer

In order to cryptographically sign digital credentials, the issuer needs to generate a public-private key
pair, use the private key to sign credentials and share the associated public key widely.

W3C VCs are required to have an issuer property pointing to public keys of issuers, which should
either be in the form URLs or IDs. One common (but not required) way to key generation is to
leverage the W3C Decentralized |dentifiers (DIDs) and their associated DID documents. The issuer
creates a DID and associates a public-private key pair with it. They then create a DID document,
sign it, and post it to a distributed ledger (DLT) or by reference to web-based DIDs that get resolved
via the open web using the Well-Known DID method. Issuers can also anchor their public keys to
conventional or centralized cryptographic trust mechanisms, leveraging X.509 certificates via
JSON Web Key (JWK).
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ISO mDL was designed for fewer issuers of one type of credential and to leverage a traditional
public key infrastructure (PKI) with a centralized key store. Jurisdictions issuing mDLs generate a
key pair and put the public key in a public key directory (PKD). In North America, this key store is
held by the American Association of Motor Vehicle Administrators (AAMVA).

Scene 3 - Pre-Issuance (3): Registry Enroliment by Issuer

An important step for issuers before starting issuing digital credentials is to get enrolled into
registries that can speak to their authority as issuers for certain credentials under certain policies.

W3C VCs issuers that have their keys anchored to conventional cryptographic trust mechanisms, such as
centralized PKDs, are registered in those mechanisms as legitimate issuers. Due to the nature of W3C
DIDs® those that use DIDs and may choose to anchor their DIDs to decentralized mechanisms, such as a
distributed ledger, normally participate in trust ecosystems separate from their DID anchoring
infrastructure to establish their authorities as issuers. These ecosystems usually have what is called trust
registries® for registration of legitimate issuers and sometimes verifiers too.

ISO mDL's issuer model is designed for centralized PKDs managed by established governance authorities
such as AAMVA.

Scene 4 - Credential Issuance to Holder (1): Getting a Cryptographic
Anchor for Credential

For the issuer to issue a credential to a holder, the holder has to share an identifier with the issuer that
the issuer can use to anchor the credential.

W3C VCs do not have a single specified way to identify a subject of a credential to anchor the
credential. Several different options are possible, and the function of a credential informs what type
of identifier one should choose. W3C DIDs is one, which can be long lived and may be anchored to a
public ledger, providing the possibility of key rotation over the lifetime of a person. Short-lived public
keys can be used for one time use or short-lived credentials. Hardware bound keys can be used to
prevent credential transfer away from the device they were issued to. SD-JWT makes specific
provision for leveraging hardware bound keys for credentials.

ISO mDL anchors an credential to a public key associated with a private key within the hardware of the
holder's device. The issuer prompts the device for the public key of the holder’s device and includes it
inside the Mobile Security Object (MSO) that the issuer generates. The MSO is signed by the private key
of the issuer and will be a part of the issued credential. It will be used by the verifier to do the
calculations in the verification step. This creates a strong binding to the holder’s device and prevents
transferring of the credential to a different device.

8 As opposed to centralized PKDs where X.509 certificates bind together the identification of an entity with the verification of its public key, DIDs
separate the verification of the public key of a DID controller from the verification of the controller's identity, meaning that there is no need for a
role of Certificate Author|ty as root of trust. DID controllers can take their identifiers to participate in a wide range of trust ecosystems.

° An example of an issuer trust model from the European Blockchain Services Infrastructure (EBSI)
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Scene 5 - Credential Issuance to Holder (2): Credential Claims and
Cryptographically Signing

Once the issuer has the holder’s cryptographic anchor for the credential, they use it as the basis for
issuing the credential. The issuer assembles all the information it wants to enclose in the credential,
including the information for each attribute articulated in the schema defined in Scene 1.

JSON-LD-DI issuers take the attributes and dereferences (i.e., “fetches”), expand them, perform
RDF canonicalization on the attributes, and sign the whole credential with Data Integrity Proofs.

JSON-JWT issuers create a JSON object containing the name-value pairs in any order, and sign
the entire object using JWT.

SD-JWT issuers sign the JWT containing the entire set of hash values for the claims using its
private key. The disclosure objects needed to decode the plain text name-value pairs in
combination with the hash values are sent along with JWT.

ISO mDL has 33 potential data element fields. Each data element is a name-value pair encoded
in CBOR. These values can be converted from the binary into human readable formats for
display as required.

The issuing authority calculates a hash of the CBOR representation of each data element
present in the mDL. These hashes are included in the MSO along with the public key of the
devices attained in the previous step. The MSO as a whole is signed with the private key of the
issuer and specifies several different algorithms that issuers can choose to do the signature.
The MSO also has a header that carries and references the X.509 certificate of the issuer which
contains the public key associated with the private key that signs the credential.

Scene 6 - Credential Issuance to Holder (3): Getting Signed Credential into
Holder Wallet

The issuer and the holder have to connect in some way to pass the credential.

W3C VCs has multiple standardized ways for credential issuance. OpenlD for Verifiable Credential
Issuance (OpenlID for VCI) leverages existing OpenlD rails. Credential Manifest is a way for subjects
(later on holders) and issuers to negotiate what inputs are needed to issue a credential. DIDComm
is designed for long-lived trusted communication channels between an issuer and holder. Verifiable
Credentials API (VC API) and Credential Handler API (CHAPI) are oriented to avoid any proprietary
connectors that would inhibit an open ecosystem and support wallet choice.

ISO mDL has its own way for provisioning mDLs defined through ISO/IEC WD TS 23220-3. The
same ISO working group is considering making OpenlID for VCI compatible for mDL.

Scene 7 - Credential Receipt: Holder has Credential in Wallet

The holder now has the credential in their digital wallet (or another form factor). The wallet needs
to have the capability to receive and do calculations with W3C VCs or in the case of ISO mDL
respond to a request. The credential can be on a mobile device or cloud-based.
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Scene 8 - Credential Verification by Verifier (1): Verifier Request for
Credential from Holder

The holder is interacting with the verifier and wants to prove that it meets the verifier's requirements.
The holder wallet will need to get a verification request from the verifier.

W3C VCs holders need to receive a nonce in the verifier request to prevent replay attacks. Verifiers
can leverage Presentation Exchange (PE) to make online requests, a protocol supported by
communities working on all three flavors. OpenlID for Verifiable Presentation (OpenlD for VP) uses
the PE syntax to support the verifier in requesting any VC flavor(s) they want. The protocol also has
the ability to request credentials from issuers in certain trust registries.

ISO mDL's first use-case focuses on supporting presentation of a driver’s license from one device (a
driver's phone) to another (police officer’s reader) without internet connectivity. ISO/IEC 18013-5
defines how a request in such a scenario for particular data elements can be made via BlueTooth
Low Energy, NFC or Wifi Aware. The reader shares with the holder device a public key from an
authoritative source to validate if the verifier is legitimate. Online requests are being defined through
the ongoing work of ISO/IEC WD TS 18013-7, which will likely leverage OpenlD for VP.

Scene 9 - Credential Verification by Verifier (2): Wallet Packages up Proof
of Credential

The holder wallet must perform specific calculations on the credential to get it ready for verification.

JSON-LD-DI credential is not modified for sharing, but instead placed in an encapsulating Verifiable
Presentation (VP), which also contains the nonce from the verifier. The holder will sign the VP. This
encapsulation effectively states: "I, the holder, am sharing a VC, and the nonce you gave me...and
I'm bundling those up into a VP, digitally signing that with the keys declared in my public DID
document (so you know it's me) and am sending it over to you.”

JSON-JWT credential is not modified, but encapsulated in another JWT as a VP signed by the
holder in preparation for sharing. This encapsulation has a similar effect as with JSON-LD-DI.

SD-JWT VP is shared in the form of the whole JWT along with the disclosure object of the relevant
claim the holder wishes to disclose. The holder wallet will respond to a challenge proving that it
holds the private key associated with the public key in the credential.

ISO mDL's authentication model'? is designed to prevent cloning and mitigate man in the middle
attacks. The holder wallet discerns the data fields that the verifier is requesting and then shares the
data encoded as CBOR along with a signature generated in the MSO for a particular data element.
The holder wallet signs the data fields and MSO with a nonce before sending it over to the verifier.

One alternative in the specification: the holder can give the verifier a token with information the
verifier needs to open an OpenlD Connect channel with the issuer and pull down JSON data fields
signed as JWT about the holder from the issuer’s database. This is a phone home architecture that

% There is within this model an idea of verifier governance, where the holder wallet will only share data with verifiers whose public keys are
registered in authoritative registries for verifications of particular data elements in an mDL/mDOC.
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creates a privacy problem because the issuer knows which verifier is interacting with the holder.

Scene 10 - Credential Verification by Verifier (3): Proof of Credential is
Sent to Verifier

The holder and the verifier have to connect in some way to pass the credential.

W3C VCs has multiple standardized ways for credential presentation. Presentation Exchange (PE),
mentioned in Scene 8, can be used for presentation submissions by the holder. OpenlD for VP
leverages existing OpenlD rails. DIDComm is designed for long-lived trusted communication
channels between the holder and verifier. CHAPI can be used by the verifier to initiate a connection
with the wallet of the holder’s choice.

ISO mDL uses the same channels introduced in Scene 8 to initiate interaction and send the proof of
the mDL to the verifier for in-person presentation. Online presentations are being defined through
the ongoing work of |ISO/IEC WD TS 18013-7, which will likely leverage OpenlD for VP.

Scene 11 - Credential Verification by Verifier (4): Verifier Analyzes Proof
and Make Decision

The verifier then takes the information it gets from the holder in the form of a credential presentation
and does calculations with this information. It has to verify (cryptographically) that the presentation
is valid. Then the verifier looks up ("resolves") the issuer’s DID or X.509 certificate and finds its public
key. It does a validation check on the presented attributes using the issuer’s public key.

JSON-LD-DI takes the holder's identifier (from the VP) and the issuer's identifier (from the VC
embedded in the VP), as well as the public keys associated with those identifiers. The verifier now
verifies that the signature contained in the VC was created using the issuer's private key, and the
signature contained in the VP was created using the holder's private key. The verifier can now be
certain that the credential came from the issuer, and it was presented by the holder. Several
additional checks are performed, such as checking if keys are expired or have been revoked.

JSON-JWT Same as JSON-LD (see above).

SD-JWT verifier receives the JWT and the disclosure objects from the holder. The verifier first verifies
the JWT signature using the public key of the issuer. If the credential was bound to a public key of the
holder, potentially one associated with a private key in the holder’s device, the verifier checks that the
holder device responds to the cryptographic challenge correctly. The verifier then does the calculations
to get the readable values of the claims using the hashes in the JWT and the disclosure objects.

ISO mDL reader needs to validate the certificate of the issuer included in the MSO header by looking it
up in a registry, verify the digital signature of the MSO using the public key in the certificate of the issuer,
and use the keys to calculate the hash (digest) for the CBOR elements shared and check to see that
they match the hashes contained in the MSO. Revocation is out of scope for the ISO/IEC 18013-5, but
the MSO includes information on when it was updated by the issuer and validity time frames so the
mDL verifiers can check the freshness of the data.
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Emerging Flavors & Features to Watch

The previous section covered in detail the four major credential flavors in the market today that can be
implemented at scale. They all have their unique advantages as well as drawbacks that require further
research and development. To address these drawbacks and some of the unmet market needs,
technologists in the community have put efforts into emerging flavors and features that hold potential. In
this section, we provide an overview of the most noteworthy work.

“0Old” Flavors of Potential: AnonCreds and Data Integrity (DI) BBS

Two out of the four flavors in the |ast edition of the paper were not included in the main sections of
the new edition: JSSON-ZKP-CL (now called AnonCreds) and JSON-LD ZKP with BBS+ (now called
Data Integrity BBS). At the time, these two flavors showed great promise in giving individuals more
control of their information and preventing linkability between each verification. They can enable
Selective Disclosure and also have the ability to present predicate proofs, also called Zero Knowledge
Proofs (to be introduced soon in a later subsection). These two flavors still hold great promise,
particularly with regard to the zero-knowledge-proof features, but they both have key technical
limitations making them not ready for commercial production at significant scale.

Anoncreds (formerly JSON-ZKP-CL), is JSON signed with Camenisch-Lysyanskaya (CL) signatures.
It became an open specification project in 2022 within the Hyperledger Foundation after being
implemented for years in Aries, another Hyperledger project. The specification work for Anoncreds
started late and has not taken place in a recognized standard body. The CL cryptographic
algorithms it uses have not been vetted by any national standards bodies, such as NIST or BSI, nor
have they been put forward to CFRG for review." This limits the potential use of Anoncreds by
governments and private institutions following these standard bodies.

DI BBS (formerly JSON-LD ZKP with BBS+) is JSON-LD signed with BBS signatures. This flavor
arose to find a way to achieve Selective Disclosure capabilities and unlinkable signatures with well
vetted cryptographic algorithms and the semantic features of JSON-LD. The BBS signature part of
the BLS signature family is currently going through the review and examination process by the
CFRG. There have been concerns that the JSON-LD canonicalization and transformation required
before signing the data can introduce security vulnerabilities. There are also no widely available
Hardware Security Modules (HSMs) that can use BBS signatures to sign credentials and store keys,
which means for the time being DI BBS are likely not suitable for credentials in high assurance use
cases that require HSMs.

" For more context about Anoncreds and its related projects, read
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New Flavors: Authentic Chained Data Containers (ACDC) and Gordian
Envelopes

Two new flavors of digital credentials with unique properties have emerged since the last edition of the
paper: Authentic Chained Data Containers (ACDC) and Gordian Envelopes. Both are not ready for large
scale deployment, but may show some potential for broader adoption in the future.

ACDCs and Gordian Envelopes were designed for cryptographic agility and currently can be signed by
a variety of algorithms. Both use Labeled Property Graphs (LPG) to structure the data inside them.
The core components of a LPG are the Nodes, Edges, Properties, Labels. Nodes have an ID and a set
of key value pairs. Edges have an ID, a type and a set of key value pairs (properties). Both Nodes and
Edges have internal structure. This is in contrast to RDF (which JSON-LD references) where neither
nodes nor edges have internal structure. This means that LPGs have semantic capabilities similar to
RDF but can communicate semantics more densely than RDF. The process for signing the credentials
using LPG is also less convoluted and thus more secure compared to signing JSON-LD with Data
Integrity Proofs.

Aside from the promising technology, it is also worth noting that concerns have arisen about the
community dynamics around how the two flavors are being developed, which may become a key
limiting factor in their continued development.

ACDC supports multiple serialization types like JSON, CBOR and others and uses ed25519 and other
algorithms (e.g. ECDSA K1, ECDSA R1, Ed448, Crystals-Dilithium, Falcon). It provides a framework for
securely attributing and verifying data and works by having a detailed and verifiable proof-of-authorship
(authenticity) for contained data through a linked chain or tree structure of ACDCs, resembling a
directed acyclic graph (DAG). This flavor has generated interest because of its capability of addressing
use-cases with some complexity relating to delegation and more easily tracing back to a known
delegation point. The identifier type it leverages is Key Event Receipt Infrastructure (KERI) which is
different from but similar to Decentralized Identifiers.

Gordian Envelopes do deterministic encoding using CBOR and can be signed using multiple algorithms.
Its reference library has a demo of simple signing with secp256k1 and with Schnorr signature. Gordian
Envelopes use a hashed Merkle Tree for privacy, supporting cryptographic methods and privacy-related
approaches like progressive trust, “the concept of gradually building trust over time”, and Selective
Disclosure. This flavor shows promise because it was designed from the ground up with Selective
Disclosure capabilities as opposed to JWT which was not initially designed to have such capabilities.

Zero-Knowledge Proofs (ZKP) and Pseudo ZKP

ZKP is an enabling technology that uses advanced math to prove things are true without revealing all
of the underlying information. So a birth date in a credential, if encoded right, can be queried against
by a verifier using mathematical challenges to determine if someone is above or below a particular
age without the verifier needing to see the actual birth date. One issue with ZKP is that the
cryptography provides no way to prevent cloning of proofs generated from ZKP credentials of a
credential holder by another person who intends to impersonate the holder or take advantage of the
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attributes of the holder™.

Anyone claiming ZKP features for their credentials (other than AnonCreds) is making a way to do it
not based on documented open standards. While standards-based ZKP is not possible at scale right
now, there are ways for the main credential flavors covered in this paper to achieve pseudo ZKP by
including certain signed claim statements such as “age over 21: true” in a separate credential from
the one that has the actual birth date. This is a good solution for supporting reduced data sharing
while we wait for real ZKP capabilities to mature and security issues to be addressed.

A way to have pseudo ZKPs with unlinkable signatures is for a trusted witness service to generate
one-time-use credentials based on a digital credential issued by an authoritative source containing a
holder’s full name and birth date. The trusted witness generates a set of one-time-use credentials
containing an “age over 21" statement and a photograph and sends them to the holder’s wallet. The
holder presents the one-time-use credential to purchase age restricted goods. If the presenter of the
one-time-use credential is found to be under age and using someone else’'s one-time-use credential,
the trusted witness records can be accessed with a warrant signed by a judge and the investigator
will be able to determine who the one-time use credential was issued to."

"2 For more information on this, please see R. Arnold and D. Longley, "Zero-Knowledge Proofs Do Not Solve the Privacy-Trust Problem of

Attribute-Based Credentials: What if Alice |s Evil?," in IEEE Communications Standards Magazine, vol. 3, no. 4, pp. 26-31, December 2019.
¥ The National Association of Convenience Stores (NACS) in the United States has developed a system using a trusted witness service to do
pseudo ZKPs.
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Conclusion

The previous edition of the paper was written with the goal to provide clarity to decision makers and
facilitate convergence among the different flavors of W3C VCs. As the market evolves, the landscape of
credential flavors only gets more complicated in the technical and standard communities'. The updated
edition is written with an evolved understanding of convergence. It recognizes the value of different
credential flavors in addressing the various market and user needs today. By understanding the credential
flavors covered in this updated edition of the paper, you will be able to have a good understanding of
where the market is today and which areas require further research and development.

One important area that is worth highlighting is the tradeoff between unlinkability and anti-cloning
prevention one has to make given the current technical capabilities. The four major flavors covered in the
paper (JSON-LD-DI, JSON-JWT, SD-JWT and ISO mDL) don't prevent correlation, or in other words, can’t
achieve unlinkability through their native implementations. They all have something that works to the
same effect as an unique identifier, e.g. a signature or key, which means if the implementers don't adopt
good implementation practices, such as those discussed in the Selective Disclosure subsections on ISO
mDL and SD-JWT, colluding verifiers will likely be able to profile credential holders through their repeated
use of a single credential. On the other hand, emerging flavors that can do ZKP (e.g. Anoncreds) or
unlinkable signatures (e.g. DI BBS) fall short in preventing cloning of credentials and their use by
malicious actors impersonating the actual holders. Also, the signature types that can be used for
anti-cloning (e.g. CL and BBS) are not supported by HSMs usually required for high assurance use cases.
Currently, there is no way to enable a credential flavor to have native capabilities of unlinkability and
anti-cloning at the same time. This requires serious investments into both research and stakeholders
(e.g. HSM, mobile platform, browser vendors) buy-in if we are to further advance the use of
standards-based credentials at a massive scale. After all, what privacy does one really get if their
credentials can be cloned and they can be impersonated quite easily even if their credentials are
unlinkable? Privacy and security need to go hand-in-hand.

For those of you who are interested in diving into the deep technical weeds of the credential flavors, we

hope that this paper provides you a good starting point and relevant resources to continue your journey.
Below is a list of open standard organizations that we encourage you to explore, where you will discover
important work on digital credentials:

W3C Community Credential Group
Decentralized Identity Foundation
OpenlD Foundation

Trust Over IP Foundation

The two authors also developed a free course on decentralized identity that provides a broader context of
digital identity and an overview of the current landscape of the emerging identity standards.

If you have any questions, please reach out to
e Kaliya Young at kaliva@identitywoman.net
e Lucy Yang at lucy@identitywoman.net

' The OpenWallet Foundation is hosting a Credential Format Comparison Special Interest Group that maintains information about the available
credential flavors (currently more than 14).
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Appendix - Infographic

Download the infographic as a separate document here.
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